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Active Vision

1. Introduction


The idea behind a computerized device capable of “seeing” is not a new one.  For years well preceding their real-life invention, robots in science fiction movies and television shows, such as The Jetsons, have been equipped with eyes of sorts.  The writers and producers of these shows, however, probably never thought of the complexity of implementing such a visual system on a mobile robot like they ones they were making come to life on screen.  This task of acquiring and following objects with a non-stationary camera is accomplished by using a series of algorithms which, when lumped together, may be referred to as “active vision.”


Active vision consists of a few key hardware features.  First, like many computer vision projects, it requires an image acquisition device, such as a webcam.  The image is processed with some computing device, which then feeds a control system to move the camera in some way.  In projects such as the DARPA grand challenge race, this would involve moving the vehicle upon which the camera or set of cameras are mounted.  In other implementations, such as the one I created, the camera may be mounted on one or two servos, which may follow objects as they move about, pivoting on some set of axes to keep acquisition of some object of interest.

2. Setup


The three pieces of hardware (webcam, servo, and computer) involved in active vision must interact as one unit in order to successfully capture an object as it moves about, in and out of the field of view of the camera.  In my implementation, I assumed that the camera was of decent quality; that is to say that while it may have some noise, it was not to produce an unreasonable amount of error in the output.  Likewise, I assumed the servo would respond to commands given to it.  Thus, while some systems may contain these errors, I did not implement a software definition to check for them.  Instead, I focused the majority of my efforts on functions dealing specifically with the tracking of objects.


The overall system design was intended to be simple to cut down on potential errors that may arise.  A Logitech webcam was chosen as the image acquisition device, mostly for its low cost, but also for the ease of mounting it and a low weight.  The webcam was bound on top of a small, inexpensive hobbyist servo.  This servo was fed by a microcontroller, which was made by Robix as part of their “Rascal” line of robotic arm units.  While Robix now produces these boards with a USB style input for commands, the particular control board I used has a LPT type input, which was fed via the parallel port of the computer.  The computer therefore acts as both the image processing unit and the servo master controller.

3.1 Servo Setup


The first piece of software which was necessary was the controller for the servo.  Robix offers a small DLL to interact with the microcontroller on the control board.  Using this library, I created a small program in Microsoft Visual Basic to deal with the servo.  This program initialized the servo to a zero position and loaded the microcontroller with macros for both the “left” and the “right” commands.  Additionally, the program acts as a type of server for interaction with the servo from any other control program.  It does this by watching for files called “left.txt” or “right.txt” to be created in the directory that the program is located in.  When either of these events occurs, the program sends a command to move some distance in the correct direction.

3.2 Image Acquisition Setup


The second piece of software was necessary for MATLAB image acquisition.  The image acquisition toolbox handles most of this.  In order to get this set up, a few preparatory steps needed to be done.  First, the control driver, image mode, and camera number must be specified and set up as a video source.  This is done in one simple setup via the MATLAB statement:

vid = videoinput('winvideo', 1, 'RGB24_352x288');

This statement tells MATLAB to use the first camera on the “winvideo” driver and set it to use a RGB colorspace and a resolution of 352x288 pixels.  After this, MATLAB must know to establish and keep a link open to the webcam so as not to set up a new link every time an image is desired.  This is done by setting the camera to use a trigger, grabbing a single frame on each trigger event.  After all of this is done, each time the video object is triggered, a new image is available via the getdata command in the image acquisition toolbox.

3.3 Image Processing


The third step was the image processing.  I made this as a dynamic function, so that I could try the tracking using different methods.  I explored several of these methods to see which one worked the best with the system I had set up.  The first was a simple difference algorithm.  The difference algorithm is based on the idea that when there is movement in the field of view of the camera, there will also be a difference in two consecutive frames where the movement occurs.  By finding where the largest image differences are, one may find the most likely locations of movement.  In the algorithm I used, a difference image was defined by the function:

Idiff = I0 – 2 * I1 + I2

where I0 was the most recently acquired image, I1 was the image before that, and I2 was taken two frames prior.  By running this through a simple thresholding algorithm, there is a result which shows the blobs that are moving.  One of the problems with this algorithm is that, due to noise in the camera, much of the difference image is composed of small, uninteresting objects.  This may cause significant errors when the function attempts to locate the center of the movement.


The second algorithm I implemented was a modification to address the aforementioned noise issue.  Typically, the noise seen on the webcam does not form large, moving blobs.  By taking advantage of this feature, a more accurate difference algorithm can be used.  In addition to the difference image, the most recent image, I0, was processed to find all significant edges.  Each point in the edge image was then multiplied by the difference image, in order to produce an output showing where there were moving edges.  These moving edges typically indicate objects of interest to track.


The last set of algorithms I implemented was to track specific colors.  These are advantageous to finding and tracking objects of a mostly uniform color known prior to tracking.  By doing this, noise may be almost completely disregarded so long as it falls outside of the thresholded values for the color of choice.  I wrote functions specifically to handle the tracking of objects known to be red, blue, green, white, or black.


Regardless of the algorithm used to find the motion, one common method was used to determine if the camera should move.  After the motion was found, the x and y coordinates of the motion were averaged to find where the center of the movement was.  If the center lay beyond some threshold, toward the edges of the field of view, MATLAB wrote a small file to the hard disk, indicating which direction the camera should be rotated.  The Visual Basic program would then send that movement type to the servo and delete the file to avoid duplicate commands.

3. Results


The program successfully tracked objects no matter which algorithm was used to locate the movement.  Using the simple difference algorithm, the noise occasionally caused some erroneous readings.  These errors created jittering in the servo as the program attempted to account for the noise seen by the computer.  By adding the edge detection algorithm and looking for moving edges, this jittering was significantly reduced.  This comes at the cost of some computational complexity, slowing down the total speed of execution.  However, by far, the best algorithm was using color tracking.  These algorithms successfully tracked objects almost perfectly.

4. Complications


The biggest problem with the execution stemmed from the fact that I was using a 650 MHz Pentium III computer for all of the computations.  Because of this, much of the execution was very slow, operating at only a few frames per second.  Of the methods I successfully worked, the edge tracking algorithm was by far the slowest.  In order to combat this, for the more computationally aggressive algorithms, I set the camera resolution to be much lower, sometimes 128x96 pixels.  Further, even when the algorithm focused just on edge moving, the camera still had issues with noise.  A median filter would have helped quite a bit with this, but the algorithm was already running so slow that no additional computation would have been possible if it were to maintain an acceptable processing time.  Additionally, I had originally intended to implement another method with active contours.  However, after much searching, I found no active contour function built into the MATLAB image processing toolbox.  In an attempt to implement my own snake code, execution ran so slow it was taking almost a minute to process each frame.  This is obviously not fast enough to process any human movement reasonably.

5. Conclusions


Unfortunately, the speed of execution was very slow on the machine that I used.  It probably would have been much faster on a newer machine or with a language other than MATLAB.  Especially with options like OpenCV available, some extra functions may have been available or faster, such as Kalman snakes.  Additionally, the implementation may have been much faster if I had used the GPU to process the data instead of the CPU.  Also, in retrospect, it would have been better to set up the servo controller with an open port so that the image processing program could talk directly to it and determine exactly how far to move the camera to adjust for the last motion.  Overall, however, I consider this project a success, as it did indeed track moving objects, even though it was slow in doing so.
